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ABSTRACT 

 

 

In this paper we present the simulation-based 

performance evaluation and tuning of data 

dissemination in wireless sensor networks.  The 

simulation uses directed diffusion protocol for query and 

data dissemination. The implementation is done in Java 

using Eclipse.  The simulation includes four phases: 

interest propagation, gradient establishment, data 

propagation, and reinforcement of path establishment 

and truncation. The objectives of protocol tuning 

include: a) reduced energy consumption, and b) the 

selection of the best path to send the data back from the 

event source to the sink.  The simulation design is 

scalable and reusable; the same set of classes can be 

extended for the simulation of other protocols. 

 

 

INTRODUCTION 

 

 

WSN has been widely used in many different 

application areas, such as military, environment, 

agriculture, and automation for many kinds of purposes 

such as target field imaging, weather and temperature 

monitoring and security surveillance. In precise 

irrigation, for example, the sensors deployed in the soil 

could facilitate in reducing the fertilizer consumption 

and the effective operative cost. Performing a certain 

task in the network needs the collaboration of all the 

sensor nodes. Based on the different characteristics of 

the network, many different types of routing protocols 

were developed for data transmission, as described in 

Culler et al. (2) and Estrin et al. (3).  

 

In this paper we use a flat-based routing 

protocol called directed diffusion which is proposed by 

Intanagonwiwat et al. (5). In directed diffusion, as all 

nodes are application-aware, these nodes can use 

features such as data aggregation and best-path selection. 

Since a strictly local scheme is used for communication, 

there is no need to maintain nodes topology map, which 

leads to more scalable and robust networks. 

 

Directed diffusion works in the following manner. First, 

the operator sends a request for information about an 

event in a particular area for a period of time to the sink. 

Then, the sink sends a request to each of its neighbours; 

this request is called an ‘interest’. When the 

neighbouring nodes receive an interest, it is added to 

their interest cache, and a ‘gradient’ is set up between the 

two nodes. A gradient is a direction state created 

between the sending and receiving nodes, from the 

receiver back to the sender with a specified data rate for 

information flow. Initially, this data rate will be low; the 

intention is to explore the network and set up a path to 

the nodes. Intuitively, these gradients are called 

exploratory gradients. 

 

If the neighbours are not in the region specified 

by the interest either, then they send exploratory events 

(an interest for a low rate event notification) to their 

neighbouring nodes, until source nodes are found. When 

a node in the specified region receives an interest, it 

schedules its local sensors to start collecting data 

samples; the data is named by attribute-value pairs. 

When a match is found, the information is added to the 

node’s data cache (memory in the node that keeps track 

of recently seen data items). The node then finds the 

highest requested data rate among the gradients 

associated with the interest and sends out data messages 

(containing information collected from the sensors) at the 

specified rate. 

 

When a data message is received by a node, it 

will check its interest cache for a matching interest. If 

none are found, then the event is silently dropped. 

However, if there is a matching interest entry, then the 

node will check the associated data cache. If there is 

already an entry that contains the same information, then 

the event is dropped silently. Otherwise, the message is 

added to the data cache and the packet resends the data 

message to interested neighbours. 

 

 This will continue until the information reaches 

the sink, which will then choose to ‘reinforce’ one (or 

even multiple) paths. It does this by resending out an 

interest to the node, along the chosen path with a higher 

requested data rate. These gradients with an increased 

data rate are called data gradients. In this fashion, the 

sink will ‘draw down’ data towards the best path, which 

is defined as the lowest overall cost until the node has 

less than half its energy. If there is a path that is 

recognized as better than the current path, the node will 

reinforce the other path and degrade the old one, as a 

result switching data source paths. 



     

 

The newly reinforced node would then 

reinforce at least one of the paths to its neighbours and 

the chain would continue until a new path to the source 

node(s) was reached. The negatively reinforced 

neighbour would also continue the negative 

reinforcement, until all the data gradients are reduced 

back to exploratory gradients. In this way, the network is 

adaptive to the path changes.  

 

 

Related Work 

 

 

There are many different kinds of routing 

protocols for the WSN. These protocols can be classified 

according to different standards. Based on the network 

structure, there are flat, hierarchical and location based 

network routing; based on the protocol operation, there 

negotiation, multi-path, query, QoS, and coherent based 

routing protocols; and based on how sources find routes 

to destination, there are proactive, reactive and hybrid 

routing protocols, as described in Al-Karaki and Kamal 

(1).  

 

Many simulations have been performed on the 

routing protocols. Heinzelman et al. (4) describe 

LEACH, for example, which is one of the hierarchical 

self-organized cluster-based protocols. It is designed to 

reduce energy consumption by aggregating data and 

localizing the communication within the cluster in order 

to decrease data transmissions to BS (base station). It has 

been simulated and further developed by many 

researchers to achieve better energy efficiency. Other 

work has been done to compare the directed diffusion 

with some other types of protocols, for example, 

flooding and centrally computed tree, on the energy 

consumption, and average packet delay. Our project, on 

the other hand, concentrates on the analysis of phases of 

the protocol, attributes and functions of the network 

components, and the simulation of the complete 

application.   

 

 

SIMULATION 
 

 

The simulation is implemented using three 

distinct packages: gui, main, and protocol. The gui 

package contains all of the classes related to the user 

interface. Inside the gui and the main packages, all the 

reusable (non-protocol specific) classes reside. Inside of 

the main package is a Protocol interface that contains 

the skeleton interface for the protocol classes. Every 

node contains a publicly accessible instance of this 

protocol interface and data is transmitted by using the 

protocols send function to invoke another node’s 

protocol’s receive function. The nodes find 

neighbouring nodes by asking the map class for a list of 

nodes within its search radius. The radio communication 

model given in (4) is used to estimate transmission and 

receive energy consumption. 

 

 Figure 1 shows a few classes used in the 

simulation. The packets are simulated by the Packet 

interface, which is implemented by Interest, Data, 

and Stop classes.  Similarly, Gradient and Cache 

classes represent gradient and cache respectively. 

 

 

    

 

Figure 1.  Data Structures used in Simulation 

 

The DDProtocol class contains instances of the Cache 

class; iCache and dCache represent interest cache and 

data cache respectively. The Interest and Data 

instances that are received by the Node’s Protocol are 

stored into Containers, along with the Gradient 

instances, which keep track of the sending or interested 

nodes.  Every Node has three timers: 1) dataTimer, 2) 

expTimer, and 3) collectTimer; the first two timers 

are used to store outgoing transmissions of the data and 

exploratory gradient types respectively. The 

collectTimer is used to gather information from the 

Node’s NodeSensor instance on a regular basis. On new 

data collection the dCache is updated and then the Data 

packet is sent out. 

 When the expiry time of an Interest is 

reached, the Node uses the stop boolean value to 

prevent any new Jobs from being added to the job queue, 

except the Stop packet. When received by other nodes, 

the Stop packet activates their stop booleans, and so 

when the expiry has been reached, the nodes will receive 

Stop packets and stop transmitting new messages and 

empty out their job queues. 



     

 

 

RESULTS  

 

 

 For the performance analysis of our simulation 

we decided to use the initial delay as a measure of 

effectiveness while experimenting with the search radius 

size of each node, as well as the delay between 

transmission sessions. 

 To create the node maps we created a 

MapMaker program that would take in the map 

dimensions as well as the number of nodes desired. 

Overlapping of nodes was allowed; this allowed 

simulation of nodes being broken upon placement, since 

only one can be created per location. Three separate 

maps were used in the experiments. The first one was a 

30 x 30 map with 100 nodes, the second a 40 x 40 

map with 200 nodes, and the third a 50 x 50 map with 

300 nodes. The sink node was always the node closest to 

(0,0) on the map (the top left corner). 

 

    

 

Figure 2. A 100 node map at the beginning 

 

Figure 2 shows a snapshot of the 100 node map 

used at the beginning of a request for data. For these 

experiments, the default transmission delay was 10 

milliseconds, and the default search radius was 5. Such 

is the case in all places where they are not specified. 

Both of them were arbitrarily chosen, but both were kept 

consistent throughout the experiments, while the other 

ones were modified.  

 

 Figure 3 shows the results of our first 

experiment, where the response time is compared for 

different values of search radius. Overall as the search 

radius increases, the initial delay (response time) 

decreases. For the map with 300 nodes, it was actually 

found that the initial delay’s minimum was with a radius 

length 8, and the response time increased again at length 

10. This could be attributed to the simulation, since the 

neighbours are sent information one at a time and not 

broadcasted to the increased radius length. 
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Figure 3.  Variation in response time with 

respect to search radius. 

 

Between the 100 node and 300 node maps, the 

100 node map rose to the same speed level as the 300 

node map with an increased search radius. This could be 

because with a higher density maps there are more routes 

available to the source than with a lower density map. 

However, increasing the search radius of each node 

opens up more paths for the lower density maps than the 

high density ones.  
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Figure 4.  Variation in total energy used with 

respect to search radius 

  

As shown in Figure 4, even though as the search 

radius increases, the overall energy usage of the network 

declines steadily. This can be attributed to the use of 

fewer nodes used in the high energy data gradient paths 

from the source nodes to the sink. We believe that the 

similarities between the overall energy cost of the 200 

node and 300 node networks is due to the same search 

region used for every map, and that the density of nodes 

between the sink and the search region is not 

dramatically increased between the two maps.  
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Figure 5. Variation in response time with respect to 

transmission delay 

 

Figure 5 shows the variation in response time 

with respect to the transmission delay. Although the map 

with 200 nodes performed as would be expected, the 

initial delay increases with the transmission delay. 

However, for the graphs of 100 and 300 nodes, both of 

them had optimal performance with a delay of 20 

milliseconds, where the initial response was less than 

10000 milliseconds.  

 

Comparing the 100 node and 300 node maps, it 

is observed that the best time of the 100 node map is still 

only the same as the worst time of the 300 node map. 

This leads us to believe that node density in a map (and 

path availability) is the most important thing when trying 

to quickly retrieve information initially. Overall the 200 

node map performed much poorer than the other two 

maps, we believe this to be due simply to unfortunate 

random selection of node locations. 
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Figure 6. Variation in total energy used with respect 

to the transmission delay. 

 

  Figure 6 displays the energy usage differences 

between the 100, 200, and 300 node maps with varying 

transmission delays.  It was found that the slight changes 

to the transmission delay (a maximum separation of 45 

milliseconds) do not have much effect on the total 

energy usage of the network.  

 

 

 

 

CONCLUSION AND FUTURE WORK 

 

 

This paper presents a simulation of the directed 

diffusion protocol. We analyze the protocol phases and 

the results of our simulation. We designed our simulation 

to have a core program part that can be reused for other 

protocol simulations.  The results of our experiments 

show that a high density (highly populated) map yields 

the best results consistently. While lower density node 

maps can reach similar speed levels with increased 

search ranges, the trade-off is the valued energy that it 

takes to send packets that extra distance. 

 

In future, before continuing on with other 

protocol simulations, it would be beneficial to go back 

and tweak some of the core classes, such as the 

NodeSensors class, to make them capable of gathering 

different types of information for several interests at 

once; another aspect of this program that could be 

upgraded would be the broadcasting of packets. Another 

feature that we would implement is an automatic 

prioritizing of jobs in the job queue of each node. Adding 

certain jobs, such as interests used to create data 

gradients at the front of the job queue upon creation 

would help to increase the overall efficiency of the 

network.  
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