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Abstract— Although advances in sensor node hardware, which
comprises sensors, embedded processors, and communication
components, have made the large-scale deployment of sensor
networks a reality, sensor networks are quite limited in resources.
A sensor network includes a numerous battery-operated wireless
sensor nodes, which have limited processing and storage capa-
bilities, and a few base stations, which are powered PCs that are
possibly connected to the Internet. Furthermore, typical sensor
network applications, ranging from monitoring to military and
health care, generate various complex continuous queries. The
querying of sensor networks requires a rich set of abstractions,
techniques, and heuristics.

In this paper, challenges and design goals for query processing
strategies are identified. The current strategies are compared
based on the query language, the in-network processing mech-
anisms, and the query optimization techniques. Moreover, the
integration of local and wide area sensor networks is addressed.
In particular, a query processing architecture is proposed to meet
the emerging needs of sensor network applications. Additionally,
future research directions for query processing are outlined.

I. INTRODUCTION

Sensor networks aim at providing an efficient and effective
bridge between physical and computational worlds. Typical
sensor network applications show a great deal of diversity
including transport monitoring, marine microorganisms analy-
sis, habitat sensing, seismic and home monitoring, and more.
Querying and monitoring the physical world is a service bear-
ing utmost importance. Consider for example, a Trip Planner
service used for finding out the current traffic condition of
streets leading to a users destination. The user enters his
origin and destination into a PDA (or a car navigation system)
and gets back information regarding the traffic condition of
every possible street that leads to the destination. A threefold
requirement is envisioned to create such a Trip Planner service.
First, sensors are located in different locations on the street
and can determine the current traffic rate. Second, a sensor
database is needed that can store dynamic information, such
as the current traffic rate and the speed of vehicles, along with
some static information such as possible ways to reach the
destination. Third, a web accessible query processing system
is needed to provide replies to high-level user queries. Unfor-
tunately, the resource constraints related to sensor nodes, and
uncertainty in sensor readings have posed numerous challenges
in query processing for tiny-sensor networks.

Therefore, research on efficient query processing for sensor
networks has become important. To this end, databases in

sensor networks are recently receiving a great deal of attention
from researchers. Reasonable work has been done on different
query processing techniques in the context of both conven-
tional and wide area sensor networks. Conventional sensor
networks consist of very small, power-constrained, wireless
sensors having very simple processors, little memory and
limited sensing capabilities. The Directed Diffusion [1], the
Cougar approach [2], [3], [4], the TAG [5], the Fjords [6]
and some other techniques have been devised for querying
the conventional networks. These query processing techniques
operate directly on continuous and never-ending streams of
sensor data and take special care on using low power as the
sensor nodes are power-constrained. Besides, wide area sensor
networks can have both tiny and large (powered and high-bit-
rate) sensors [7] spread over a wide geographically dispersed
region. Databases used by these networks are also dispersed
and contain data that correspond to the most recent updates
by the sensors. Unfortunately, little research has been con-
ducted on wide area sensor databases. The IrisNet (Internet-
scale Resource-intensive Sensor Network Services) [8] project
works with wide area sensor databases and develops a novel
query processing technique that is applicable to hierarchical
distributed databases created by any wide area sensor network.

Our overall strategic goal is to identify the key features
adopted by current query processing techniques for sensor
networks, evaluate them in terms of efficiency, scalability,
applicability, and reliability and to outline the most challenging
future research directions and a query processing architecture
for future sensor networks and pervasive computing.

The remainder of the paper is organized as follows. Sec-
tion II outlines important query processing challenges. Sec-
tion III presents different query processing techniques and
evaluates them. Section IV provides our proposed query pro-
cessing architecture for sensor networks, section V provides
the challenging research directions for the development of new
querying techniques. Finally, section VI concludes the paper.

II. QUERY PROCESSING CHALLENGES

In this section, an overview of most challenging research
problems for query processing in sensor networks is presented
in the context of both conventional and wide area sensor
networks.



A. Conventional Sensor Network Databases

� Resource Constrained Sensor Nodes: Sensor nodes
are resource-constrained having very low power, limited
memory, very simple processors, and limited sensing
capabilities. Besides, wireless communications consume
much battery power. Therefore, the query processor
should be designed so as to overcome these limita-
tions [3].

� Streaming Data: In traditional database systems, data
is static and the query processor pulls data from the
disk, and organizes the “movement and handling” of
data, but sensor networks involve streaming data where
data is “continuously pushed” to the query processor,
which must react to the arriving data. The data arrival
rate is sometimes “extremely high” or “bursty”, hence
processing time or memory usage should be carefully
handled. Since data is dynamic in nature, the data must
be processed dynamically as it arrives and can be spooled
to the disk in background mode [9].

� Data Uncertainity: Although traditional query process-
ing techniques are based on the availability of reliable and
accurate data, the sensor data has a significant proportion
of noise and uncertainity. For example, it is possible that
the data is provided by only a third of the total sensors,
or inaccurate sensor readings are generated due to false
alarms [10]. The query processing techniques should be
adapted to accomodate the data uncertainity.

� In-network Processing: The data is collected, filtered,
and processed in the network, and the result is sent to
the central nodes. The in-network processing reduces
wireless communication and thereby minimizes power
usage. The decision, how much processing will be in-
network and how much processing will be at the base
stations is critical.

� Continuous Queries: Monitoring applications are com-
mon sensor network applications where queries remain
continuously active. Although in traditional database sys-
tem, the arrival of queries initiates access to the static
database, in sensor networks, the arrival of new data
is not initiated by the queries. On the other hand, the
recently arrived data is continuously supplied to the
stored and continuously active queries. Since data streams
can be infinite, the query processors have to provide
“different query semantics, non-blocking query operators,
and tolerance of failure” [9]. Continuous queries can be
extremely long-lived, which makes them vulnerable to
changes over time in performance or data characteristics
and qualities.

� Network based query processing: To generate a good
plan within a short time for user queries, the query
optimizer needs to know the current status of the net-
work. Data about the network topology and status of the
network will help to calculate the “costs and benefits” of
different query plans and make a good selection among
them [3].

� Heterogeneous networks: Today’s sensor networks are
mostly homogeneous whereas future networks will likely
have several varieties of sensor nodes having different
features as they will integrate the functionalities of dif-
ferent sensor networks. An important design issue will
be how sensor network query processors would take
advantage of this heterogeneity. How the heterogeneous
sensors will interact and adapt with each other will also
appear as a major challenge.

� Query Languages and Query Optimization: Due to
the resource constrained nature designing an user friendly
query language, and efficient query plan is also challeng-
ing. Efficient parsing and interpreting complex declarative
queries at sensor nodes seems to be challenging. Simulta-
neous multiple query support and optimization is another
challenging issue [3].

B. Wide Area Sensor Network Databases

Wide area sensor networks in their backbone counterpart
offers some unique query processing challenges. They are as
follows:

� Data Partitioning and Placement: Physical placement
and keeping track of sensor data is an important issue due
to the huge volume of data and multiple and geographi-
cally dispersed databases. The data is partitioned in such
a way that a query processor can find an appropriate site
for providing results within a short period [8].

� Caching: If data is cached depending on the query and
application in different sites they can provide dramatic
decreases in query response time [8].

� Lookup: Routing queries to appropriate site databases,
and implementing an effective and efficient look up
strategy is also a challenge.

III. QUERY PROCESSING STRATEGIES

Different query processing strategies are compared based on
network management, query optimization, and query language.

A. Network Data Management

The efficient usage of sensor resources can improve the life-
time of the sensors. In traditional approaches, the data captured
by the passive sensors is transferred to a centralized site, where
the data is stored in databases for future processing. The data
capture mechanism cannot be changed dynamically with varia-
tions in query workload or other network conditions. However,
in sensor networks, the data can be partially processed at the
sensors and only the required data is efficiently transferred
to the centralized site. There are two orthogonal approaches
for network data management. First, application-aware routing
mechanisms are developed; the routing mechanisms provide
efficient data flow in the network. Secondly, database abstrac-
tion is provided at the sensors; pre-processing at sensor nodes
reduces the amount of traffic.

Direct Diffusion [1] and ACQUIRE provide data routing
for stationary sensor nodes. Directed Diffusion defines a
query dissemination and co-ordination paradigm. By using a



neighbor multicast, the query traverses from the sink node to
the destination node. Moreover, gradients are created to keep
track of the delivering nodes; the neighboring nodes co-operate
to sense an object. By following the gradients, the results
traverse back to the sink. On the other hand, ACQUIRE injects
an active query packet into the network that follows a (random
or guided) trajectory through the network. At each step, the
node that receives the active query performs a triggered, on-
demand update; the information is received from all neighbors
within a look ahead of d hops.

MARQ [11] provides data routing mechanism for mobile
sensors. The architecture uses the concept of zones, which are
formed using link state exchange. Moreover, contacts amortize
mobility and extend beyond zones. Contacts, which represent
short cuts in the wireless network, reduce the separation
between the queries and the targets. Initially, some nodes are
selected as the selector nodes. The selector nodes intelligently
choose their contacts from nodes they already know. MARQ
architecture takes advantage of mobility to increase the effi-
ciency of query resolution.

Cougar and TinyDB [12], [13] provide data abstraction
layer. The data management involves storage, aggregation, and
elimination of irrelevant records. Only the necessary data is
transferred to the base stations. Furthermore, TinyDB works in
the settings where the data to be processed do not exist at the
sites when the query is issued. The data is actively generated
by acquiring samples from sensing devices. It uses a set of
techniques for deciding when and where to sample and which
data to deliver.

B. Query Optimization

Query optimization provides the detail execution plan. The
query optimization can be done by the user, the base station,
or the sensors.

In Directed Diffusion, the user bears the responsibility of
making the placement and correct ordering of operators. The
operations are treated as application-specific operators, and
are always coded in a low-level language. In ACQUIRE,
as a query progresses through the network, the query gets
progressively resolved into smaller and smaller components
until it is completely solved and is returned back to the
querying node as a completed response. ACQUIRE provides
superior query optimizationis for complex, one-time, non-
aggregate queries for replicated data. With optimal parameter
setting, ACQUIRE obtains an order of magnitude reduction
over Directed Diffusion. For high mobility or for short-
lived/one-time queries, contact-based MARQ architecture can
be integrated with directed diffusion to discover resources in
a scalable manner instead of using flooding mechanisms.

In Cougar, a query optimizer at the base station generates
an efficient query plan for in-network query processing. An
efficient query proxy layer in each sensor node is designed
that resides between the network and the application layer. The
query plan specifies data flow routes and an exact computation
plan such as whether a node will perform computations or scan
data. Query optimizer assigns a leader for a group of sensors

to collect and send data to the leader. Non-leader nodes have
a scan operator to read sensor values periodically and send
them to the leader nodes. In addition, query plans contain an
aggregation operator to aggregate data from other sensors.

TinyDB maps the traditional query processing techniques
such as query optimization and execution onto a sensor
network. It proposes an energy and communication-efficient
data collection framework for sensor networks.

The Fjords architecture [6] provides support for integrating
streaming data that is pushed into the system with disk-based
data, which is pulled by traditional operators. Fjords allow
combining multiple queries into a single plan and explicitly
handle operators with multiple inputs and outputs.

Telegraph Query Processing System [9] extends traditional
query processing capabilities to various nontraditional data
sources. Telegraph when enhanced with the Fjords sensor
stream processing techniques, enables query processing over
networks of wireless, battery powered devices that cannot be
queried through traditional means.

C. Query Language

The application usage determines the appropriate query
lanaguage. A declarative query language, which is similar
to SQL (Structured Query Language), should be used for
applications that require a large number of complex user-
defined queries. However, for simple rudimentary queries, a
simple pre-programmed search mechanism can be applicable.

Cougar and TinyDB provide a declarative, user friendly
query language. The application maintains the relational
schema for the sensors. The SELECT statement of SQL is
modified to accomodate continuous queries and data uncer-
tainity.

Direct Diffusion, ACQUIRE, and MARQ use non-
declarative approach; the queries are usually pre-programmed
and cannot be dynamically changed. Directed Diffusion uses
“name=value” pairs to specify the interested values; there is
no concept of joins and aggregate functions. Both ACQUIRE
and MARQ are designed for one-time queries. Moreover,
ACQUIRE can handle for complex queries (e.g., several sub-
queries with conjunctions and disjunctions in an arbitrary
manner). However, MARQ is designed for simple queries of
potentially replicated data.

IV. WIDE AREA SENSOR NETWORKS

There is little research on wide area sensor databases. The
Intel IrisNet project has done a major work to address the
challenges to support a large number of sensors and high query
volumes in wide area sensor databases. The sensor database
is partitioned across multiple sites that operate in parallel.
User queries are directed to the sites that contain the results.
A site manager called organizing agent works in each site.
Communications with the sensors are through sensor proxies
called sensing agents, which are the powered and internet
connected PCs. Sensor proxies collect, filter, and aggregate
data, and then send update queries to the sites that own the
data [7], [8].



To make queries flexible, easy to use, and to support
the growing trends to XML standard, IrisNet uses an XML
database system. XPATH or XSLT for querying, and SixDML
or XUpdate for updates are used. The distributed site hierarchy
is represented as an XML document. The data in sensor
networks is fairly diverse and heterogeneous, and hard to
capture in a rigid data model. The schema of the data needs to
be constantly adapted to support the growing and diversified
needs of the users, and evolving capabilities of the sensors.
Dynamic insertion and deletion of new fields is easy in XML.
As sensors take data from a geographic location, it is quite
natural to organize the sensor data into a geographic/political-
boundary hierarchy (as depicted in Figure 1). Representing
and making use of such a hierarchy is quite natural in XML,
but very challenging in the relational, or an object-relational
data model [8].

Sensor data is placed in any number of host nodes and
near to the sensors but for efficient querying data are cached
to anywhere depending on the needs of the queries and
applications. An efficient partitioning and caching strategy
supporting partial match caching is presented which ensures
that even partial matches on cached data can be exploited
and that correct answers are returned. A dynamic self-starting
distributed query is supported where the queries based on the
XPATH query statement and the XML document find the
least common ancestor (LCA) of the hierarchical database
fragments where query results exist and a DNS like server
finds the IP address of the LCA. Moreover, a novel query-
evaluate-gather based on XSLT determines which data of the
local database is part of the query result and how to collect
the missing data [8].

The IrisNet has a similar structure to DNS [14] and
LDAP [15] to route queries to appropriate site database.
However, DNS and LDAP support a small set of lookup
queries whereas IrisNet supports rich query languages. Latest
works on peer-to-peer databases [16], [17] are quite similar
to the IrisNet works. The IrisNet is mostly hierarchical, but
for performance reasons, the participating sites are treated
as co-operating peers. The IrisNet differs from peer-to-peer
databases because of its query processing part, caching, and
partitioning strategies [8].

V. PROPOSED ARCHITECTURE

In this section, we propose an architecture for query pro-
cessing in future sensor networks. The architecture is de-
veloped on the standard guidelines for the traditional and
distributed databases. In the traditional databases, where disk
access is the bottleneck, several OS tasks such as buffer pool
management, scheduling, and prefetching are performed by the
DBMS. Since the OS strategies are optimized for files – not
for records, the DBMS has to by pass the OS layer. Similarly,
for sensor networks, where the limiting factor is the power
consumption, the sensor DBMS has to optimize the standard
transport and network protcols. In distributed databases, the
communication cost is reduced by the optimized fragmentation
of query and data. Similarly, in sensor networks, the query

dissemination is provided by the in-network processing, which
reduces the amount of data transfer.

Figure 1 shows the layers of the proposed architecture. The
sensor node layers, which are like proxy layers, are quite thin
as compared to the base station layers. Moreover, the base
station layers are designed to communicate with the standard
TCP/IP stack, as well as, the optimized transport and network
layers of the sensor node.

Application Layer

Database Layer

Network Layer

Transport Layer

Database Layer

Network Layer

Transport Layer

Sensor Node

IP

TCP

Application Layer

Base Station Internet Host

Fig. 1. Proposed Query Processing Architecture.

A. Application Layer

The application layer at a base station provides the user
interface to perform the queries over the sensor network. The
queries can be obtained in an application based front-end, or a
SQL-like message, or a SOAP-like web service. A graphical
user interface or a web-based front-end will be suitable for
general users. However, SQL-like query will be a better choice
for technical users or middleware applications. Similarly, a
SOAP-like, XML based application, would be appropriate for
enterprize and middleware applications.

Due to limited resources, the sensor nodes do not provide
application layer services.

For instance, a template for SQL-like query can defined as
follows:

SELECT {attributes|aggregates, confidence}
FROM {static relations | virtual relations}
WHERE {predicate}
GROUP BY {attributes}
HAVING {predicates}
DURATION time-interval [unit]
EVERY time-span [unit]

A user is interested in the following query: “Count the
number of occupied offices in each warm corridor of the
building.”. A corridor is warm if the average temperature is
greater than

���
and the room is occupied if the sound level is

greater than 50. The given query is translated into the SQL-
like syntax as follows:

SELECT corridor, AVG(temperature), COUNT(*) 0.90
FROM sensors
WHERE SOUND > 50
GROUP BY corridor
HAVING AVG(temperature) > 75
DURATION 10 day
EVERY 10 second

If the data certainity is greater than ��� � , the result is
obtained; otherwise, the query will not be answered. The result
of the above query can be as follows:



Epoch Corridor Temperature Count Confidence
0 EAST-5 5 76 0.92
0 WEST-5 4 77 0.94
0 EAST-4 3 78 0.92
1 EAST-5 10 75 0.92
1 NORTH-5 2 78 0.95

B. Database Layer

The application layer is served by a database layer. The
database layer receives SQL-like queries from the application
layer and the results are returned in a plan text format.

The database layer is provided at the base stations, as well
as, the sensor nodes. Base station’s database layer provides
most of the DBMS functions; however, sensor node’s database
layer is like a proxy that has a reduced functionality.

At base station, the database layer contains the following
modules: parser, catalog manager, query optimizer, buffer
manager, and scheduler. The parser creates a query tree, which
is a non-cyclic directed graph of relations and operators. The
relations can be either static tables, which are stored in the
local disk, or virtual relations, whose state is continuously
changing.

The catalog manager maintains the relational schema, al-
location schema, and network status. The relational schema
provides the relation’s meta-data information, such as rela-
tion name, degree, cardinality, and constraints. The allocation
schema maintains the sensors placement, such as the location
and distribution of sensors. Moreover, the catalog manager
maintains the necessary information to translate attribute-
based queries, which are more commonly used, to node-
based queries. The network status information includes the
following: the power levels of the sensor nodes, the node
connectivity, and the node failure status.

The query optimizer generates an optimized query execution
plan, which specifies the precise details of the query execution.
The plan chooses the optimum operators, such as file-scan,
index-only-scan, hash-index, ordered-index, and hybrid/hash
join. Moreover, the execution plan addresses the target proxy
layers, the current network condition, and the application
usage. For the generation of simplified query execution plans,
the database layer provides identical operators for static and
continuously changing relations.

The buffer manager provides the efficient usage of the main
memory. The main memory contains the static pages, which
are read from the local disk, as well as, the pages received
from the sensors. Since queries and data can be static and/or
continuous, adaptive buffer replacement policies are needed.

The scheduler provides serializible operations for different
queries. The scheduler contains the sub-modules, such as lock
manager and transaction manager, to maintain consistency
across multiple concurrent queries (static and continuous).

At sensor nodes, due to limited resources, the database
modules are quite limited in functionality. The sensor node
database layer receives the query tree from the peer database
layer (the base station or another sensor node); the result
is returned in form of a relation (virtual or static). The
query tree is further optimized, based on the local catalog

manager. Similarly, buffer manager and scheduler provide
efficient resource usage.

Although security is not essential for each type of appli-
cation, security enabled services can be added at the base
stations, along with a simple security module at each sensor
node. Security modules in sensor nodes will determine the
query authorization and the amount of data to be disclosed.

C. Transport Layer

An appropriate transport layer protocol is needed for an
efficient end-to-end communication. The base stations, which
are powered and addressable, can communicate with TCP
entities on the Internet hosts. However, sensor nodes, which
are battery operated and non-addressable, needs a modified
transport layer. The base station transport layer is quite chal-
lenging because both TCP, as well as, sensor node transport
entities must be supported.

TCP is not suitable for sensor nodes because nodes are
addressless. The application layer of the base station sends a
node-independent attribute-based query to the database layer.
The database layer generates a node-dependent attribute-based
query execution plan. The query plan (and also the query tree)
is sent to the transport entity of the sensor node. The sensor
node’s transport entity provides the resulting relation to the
base station’s transport entity.

A UDP like mechanism can be used to transfer packets from
the sensor nodes to the base stations. Since there are chances
that nodes and/or data are unavailable, a probability measure
is used to indicate the data certainity. A query can specify a
threshold value for the confidence in data certainity; results
are reported only for the desirable confidence levels.

D. Network Layer

The network layer provides energy efficient and data-centric
routing algorithms. The routing optimization is based on power
availability, energy consumption, and hop count. Furthermore,
since the future requests can be determined by the query
execution plan, the routing decision is based on the current
network condition and the given query plan. A network
sensitive aggregation plan reduces overall data transfer, hence
the power consumption is reduced.

VI. FUTURE DIRECTIONS

The analysis of current querying techniques for sensor
networks opens a plethora of new research directions:

� Better and accurate sensing capabilities in sensor nodes
can reduce the amount of data gathered at leaf sensor
nodes. It will reduce the processing of the data in both
leaf and upper sensor nodes. Processing includes both
filtering garbage data and aggregation of useful data or
combining the data to produce the desired query result.
It will also reduce overall communication, hence power
consumption in leaf and upper sensor nodes. Advances
in sensing technologies will help to gain better sensing
capabilities in future.



� We see that conventional sensor networks generally use
SQL-like declarative language while their wide area
counterpart uses XML and XPATH/XSLT query lan-
guage. So, coordination is needed between them to work
together. A proxy layer can work in the terminal base
stations to convert XML to SQL. Also, XML queries can
be utilized in the power constrained sensor networks. We
envision one step further, integrating conventional and
wide area sensor databases to provide a common query
language interface so that no proxy layer/converter is
needed. The very changing nature of sensor data can well
fit into XML representation. Hence, we suggest XML
and XPATH queries in both wide and local area sensor
networks. However, proper experiment and analysis are
needed to make the right decision

� We see sensor network applications treat sensor data as
a stream and continuous. Besides, base station databases
can be treated as hybrid where some static data is kept
and continuously updated data are coming. Also the static
data may expire after some time. In some applications
queries are continuous and long-lived. Continuous queries
can be active all the time or can act only in the presence
of an event. Supporting aggregate queries which reduces
much communication energy is also important. Hence, a
generalized DBMS is required that can handle diversified
types of applications, situations and user needs. Since the
sensor nodes support limited storage, the code size must
be small. Alternatively, the base/central node can load
appropriate modules to the sensor nodes depending on
the application.

� In wide area sensor networks, different data-mining ap-
proaches can also be utilized over historical sensor data
to find historical trends. Historical trends can be used to
provide better answers to user queries. For example, data-
mining approaches can be used to find the trends in how
fast a parking space is filled or when the parking space
becomes busy. In addition to mentioning the available free
space count, data-mining approaches will help the user
to know about the characteristics of the parking lot and
make a proper decision [8]. The statistical or data-mining
algorithms can be integrated within each database so that
XPATH query using the XML document can retrieve and
use the information from the appropriate site.

� None of the current querying techniques for sensor net-
works are concerned with database security. Integration
of security mechanisms inside the database can prevent
unauthorized users from querying. In the gateway node,
the application layer can add some identification of the
authority to the query and the application layer of the
other sensor nodes will permit only the queries from valid
authority. In addition, encryption techniques in query
request and reply can be introduced but encrypting can
use more energy leading to much research to utilize
appropriate encryption algorithm. Justification of the need
for security and the encryption by the application is also
required.

� Continuous queries that are very frequent and natural
to conventional sensor networks must also be supported
and handled in wide area sensor databases to make the
networks practically useful. Both architectural support,
query language support, efficient optimization, and query
processing plans are needed to pose continuous queries
over wide area sensor networks. The Intel IrisNet has
not implemented the support but they hope to support
continuous queries where the various data structures that
the IrisNet used to collect information from different
organizing agents will be utilized for this purpose [8].
Continuous query processing supports are provided in
several works mentioned previously in section 3; most
of them are for conventional sensor networks and are
centralized. However, we argue for continuous queries in
both types of networks and also where the networks are
integrated.

� Although the IrisNet project supports aggregate queries;
the caching infrastructure is not sufficient for caching re-
sults from aggregate queries. Consequently more sophis-
ticated caching strategy is needed. View based semantic
caching can help in this respect [8]. Also, sophisticated
algorithms for evicting of cached data are required.

VII. CONCLUSIONS

The underlying query processing architecture for a sensor
network is an important consideration affecting its perfor-
mance, scalability, and applicability. In essence, current and
future capabilities of sensor networks mostly depend on the
query processing architecture. In this paper, we identify the de-
sign objectives and challenges related to query processing over
sensor networks and investigate the key querying techniques
with their relative advantages and limitations. The analysis
of these techniques has enabled us to set a plethora of future
research directions. The emphasis is placed on inter-operability
and integration issues related to conventional and wide area
sensor network databases with an aim of pervasive deployment
of sensor networks applications.
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